PREFACE

The world has changed a great deal since the first edition of this book ap-
peared in 1992, Computer networks and distributed systems of all kinds have
become very common. Small children now roam the Internet, where previously
only computer prefessionals went. As a consequence, this book has changed a
great deal, too.

The most obvious change 1s that the first edition was about half on single-
processor operating systems and half on distributed systems. | chose that format
in 1991 because few universities then had courses on distributed systems and
whatever students learmed about distributed systems had to be put into the operat-
Ing systems course, for which this book was intended. Now most universities
have a separate course on distributed systems, so it is not necessary to try to com-
bine the two subjects into one cotirse and one book. This book is intended for a
first course on operating systems, and as such focuses mostly on traditional
single-processor systems. _

I have coauthored two other books on operating systems. This leads to two
possible course sequences.

Practically-oniented sequence:

1. Operating Systems Design and Implementation by Tanenbaum and Woodhull
2. Distributed Systems by Tanenbaum and Van Steen

Traditional sequence:

1. Modern Operating Systems by Tanenbaum
2. Distributed Systems by Tanenbaum and Van Steen
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XXV PREFACE

The former sequence uses MINIX and the students are expected to experiment
with MINIX in an accompanying laboratory supplementing the first course. The
latter sequence'docs not use MINIX. Instead, some small simulators are available
that can be used for student exercises during a first course using this book. These
simulators can be found starting on the author’s Web page: www.cs.vu.nl/~ast/ by
clicking on Software and supplementary material for my books .

In addition to the major change of switching the emphasis to single-processor
operating systems in this book, other major changes include the addition of entire
chapters on computer security, multimedia operating systems, and Windows 2000,
all important and timely topics. In addition, a new and unique chapter on operat-
ing system design has been added.

Another new feature is that many chapters now have a section on research
about the topic of the chapter. This is intended to introduce the reader to modern
work in processes, memory management, and so on. These sections have
numerous references to the current research literature for the interested reader. In
addition, Chapter 13 has many introductory and tutorial references.

Finally, numerous topics have been added to this book or heavily revised.
These topics include: graphical user intefaces, multiprocessor operating systems,
power management for laptops, trusted systems, viruses. network terminals, CD-
ROM file systems, mutexes, RAID, soft timers, stable storage, fair-share schedul-
ing, and new paging algorithms. Many new problems have been added and old
ones updated. The total number of problems now exceeds 450. A solutions
manual is available to professors using this book in a course. They can obtain a
copy from their local Prentice Hall vepresentative. In addition, over 250 new
references to the current literature have been added to bring the book up to date.

Despite the removal of more than 400 pages of old material, the book has
increased in size due to the large amount of new material added. While the book
1s still suitable for a one-semester or wo-quarter course, it is probably too long for
4 onc-quarter or one-trimester course at most universities. For this reason, the
book has been designed in a modular way. Any course on operating systems
should cover chapters 1 through 6. This is basic material that every student show
know.

If additional time is available, additional chapters can be covered. Each of
them assumes the reader has finished chapters 1 through 6, but Chaps. 7 through
12 are each self contained, so any desired subset can be used and in any order,
depending on the interests of the instructor. In the author's opmion, Chaps. 7
through 12 are much more interesting than the earlier ones. Instructors should tel]
their students that they have to eat their broceoli before they can have the double
chocolate fudge cake dessert.

I'would like to thank the following people for their help in reviewing parts of
the manuscript: Rida Bazzi, Riccardo Bettatt, Felipe Cabrera, Richard Chapman,
John Connely, John Dickinson, Jokn Elliott, Deborah Frincke, Chandana Gamage,
Robbert Geist, David Golds, Jim Griffioen, Gary Harkin, Frans Kaashoek, Muk-
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kai Krishnamoorthy, Monica Lam, Jussi Leiwo, Herb Maver, Kirk McKusick, Evi
Nemeth, Bill Potvin, Prasant Shenoy, Thomas Skinner, Xian-He Sun, William
Terry, Robbert Van Renesse, and Maarten van Steen. Jamie Hanrahan, Mark
Russinovich, and Dave Solomon were enormously knowledgeable about Win-
dows 2000 and very helpful. Special thanks go to Al Woodhull for valuable
reviews and thinking of many new end-of-chapter problems.

My students were also helpful with comments and feedback, especially Staas
de Jong, Jan de Vos, Niels Drost, David Fokkema, Auke Folkerts, Peter Groene-
wegen, Wilco Ibes, Stefan Jansen, Jeroen Ketema, Joert Mulder, Irwin
Oppenheim, Stef Post, Umar Rehman, Daniel Rijkhof, Maarten Sander, Maurits
van der Schee, Rik van der Stoel, Mark van Driel, Dennis van Veen. and Thomas
Zeeman.

Barbara and Marvin are still wonderfui, as usual, each in a unigque way.
Finally, last but not least, | would like to thank Suzanne for her love and patience,
not to meqtion all the druiven and kersen, which have replaced the sinasappelsap |
inrecent tmes,

Andrew S5, Tanenbaum
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INTRODUCTION

A modern computer system consists of one or more processors. some main
memory, disks, printers, a keyboard, a display, network interfaces, and other
input/output devices. All in all, a complex system. Writing programs that keep
track of. all these components and use them correctly, let alone optimally, is an
extremely difficult job. For this reason, computers are equippcd with a layer of
software called the operating system, whose job is to manage all these devices
and provide user programs with a simpler interface to the hardware. These sys-
tems are the subject of this book,

The placement of the operating system is shown in Fig. 1-1. A1 the bottom is
the hardware, which, in many cases, is itself composed of two or more levels {or
layers). The lowest level contains physical devices, consisting of integrated cir-
cuit chips, wires, power supplies, cathode ray tubes, and similar physical devices.
How these are constructed and how they work are the provinces of the electrical
engineer.

Next comes the micreoarchitecture level, in which the physical devices are
grouped together to form functional units. Typically this level contains some reg-
isters internal to the CPU (Central Processing Unit) and a data path containing an
arithmetic logic unit. In each clock cycle, one or two operands are fetched from
the registers and combined in the arithmetic logic unit (for example, by addition
or Boolean AND). The result is stored in one or more registers. On some
machines, the operation of the data path is controlled by software, calied the
microprogram. On other machines, it is controlled directly by hardware circuits,

1
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Figure 1-1. A computer system consists of hardware, system programs. and ap-
phication programs.

The purpose of the data path is to execute some set of instructions. Some of
these can be carried out in one data path cycle; others may require multiple data
path cycles. These instructions may use registers or other hardware facilities.
Together, the hardware and instructions visible 1o an assembly language program-
mer form the ISA (Instruction Set Architecture) level. This level is often calied
machine language.

The machine language typically has between 50 and 300 instructions, mosily
for moving data around the machine, deing arithmetic, and comparing vatues. In
this level, the input/output devices are controlled by loading values into special
device registers. For example, a disk can be commanded to rcad by loading the
values of the disk address, main memory address, byte count, and direction (read
or writc) into its registers. In practice, many more parameters are necded. and the
status returned by the drive after an operation is highly complex. Furthermore. for
many /O (Input/Output) devices, timing plays an important role in the program-
ming.

To hide this complexity, an operating system is provided. It consists of a
layer of software that (partially) hides the hardware and gives the programmer a
more convenient set of instructions {0 work with. For example, read block from
file is conceptually simpier than having to worry about the details of moving disk
heads, waiting for them to settle down, and so on.

On top of the operaling system is the rest of the system software. Here we
find the command interpreter (shell). window systems, compilers, editors, and
similar application-independent programs. It is important to realize that these
programs are definitely not part of the operating system, even though they are typ-
ically supplied by the computer manufacturer. This 1s a crucial, but subtle, point.
The operating systern is (usually) that portion of the software that runs in kernel
mode or supervisor mode. It is protected from user tampering by the hardware
(ignoring for the moment some older or low-end microprocessors that do not have



hardware protection at all). Compilers and editors run in user mode. If a user
does not like a particular compiler, het is free to write his own if he so chooses:
he is not free to write his own clock interrupt handler, which is part of the operat-
ing system and is normally protected by hardware against attempts by users to
moedify it.

This distinction, however, is sometimes blurred in embedded systems {which
may not have kernel mode) or interpreted systems (such as Java-based operating
systems that use interpretation, not hardware, to separate the components). Still,
for traditional computers, the operating system ts what runs in kernel mode.

That said, in many systems there are programs that run in user mode but
which help the operating system or perform privileged functions. For example,
there is often a program that allows users to change their passwords. This pro-
gram 1s not part of the operating system and does not run in kernel mode, but it
clearty carries out a sensitive function and has to be protected in a special way,

In some systems, this idea is carried to an extreme form, and pieces of what is
traditionally considered to be the operating system (such as the file system) run in
user space. In such systems, it is difficult to draw a clear boundary. Everything
running in kernel mode is clearly part of the operating system, but some programs
running outside it are arguably also part of it, or at least closely associated with it.

Finally, above the system programs come the application programs. These
programs are purchased or written by the users to solve their particular problems.
such as word processing, spreadsheets, engineering calculations, or storing infor-

mation in a database.

1.1 WHAT IS AN OPERATING SYSTEM?

Most computer users have had some experience with an operating systern, but
it is difficult to pin down precisely what an operating system is. Part of the prob-
lem is that operating systems perform two basicatly unrelated functions, extendin g
the machine and managing resources, and depending on who is doing the talking,
you hear mostly about one function or the other. Let us now lock at both,

1.1.1 The Operating System as an Extended Machine

As mentioned earlier. the architecture (instruction set, memory organization,
1/0, and bus structure) of most computers at the machine language level is primi-
tive and awkward to program, especially for input/output. To make this point
more concrete, let us briefly look at how floppy disk I/O is done using the NEC

t "He™ should be read as “he or she™ throughout the book.
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PD¥765 compatible controlier chips used on most Intel-based persml_al con}}}yters.
(Throughout this book we will use the terms “floppy dij;k" and “d?sketl:e inter-
changeably.} The PD763 has 16 commands, each specified by Ioaddmg betwegr_l 1
and 9 bytes into a device register. These commands are for readn_lg_ and wriling
data, moving the disk arm, and formatting tracks, as well as inittalizing, sensing,
resetting, and recalibrating the coatrolier and the drives. ‘

The most basic commands are read and write, each of which requires 13
parameters, packed into 9 bytes. These parameters specity such items as the
address of the disk block to be read, the number of sectors per track. the recording
mode used on the physicat medium, the interseclor gap spacing, and what to do
wilth a deleted-data-address-mark. If you do not understand this mumbo Jumba,
do not worry; that is precisely the point—it is rather csoteric. When the operation
is completed, the controller chip returns 23 status and error fields packed into 7
bytes. As if this were not enough, the floppy disk programmer must also be con-
stantly aware of whether the motor is on or off. If the motor is off. it must be
turned on (with a long startup delay) before data can be read or written. The
maotor cannot be left on toe long, however. or the floppy disk will wear out. The
programmer 1s thus forced to deal with the trade-off between long startup delays
versus wearing out floppy disks (and losing the data on them).

Without going into the rea! details. it should be clear that the average pro-
grammer probably does not want to get too intimately involved with the program-
ming of floppy disks (or hard disks, which arc Just as complex and quite dif-
ferent). Instead, what the programmer wants is a simple, high-level abstruction (o
deal with. In the case of disks, a (ypical abstraction would be that the disk con-
tatns a collection of named fijes. Each file can be opened for reading or writing,
then: read or written, and finally closed. Details such as whether or not recording
should use modified frequency modulation and what the current state of the motor
is should not appear in the abstraction presented to the user,

The program that hides the truth about the hardware fron the programmer and
presents a nice, simple view of named files that can be read and written is, of
course, the operating system, Just as the operating system shietds the programmer
from the disk hardware and presents a simple file-oriented interface. it also con-
ceals a lot of unpleasant business COncerning interrupts, timers, memory manage-
ment. and other low-level features. In each case, the abstraction offered by the
operating system is simpler and easier (o use than that offered by the underlying
hardware.

In this view, the function of the operating system 1s to present the user with
the equivalent of an extended machine or virtual machine that is easier o pro-
gram than the underlying hardware. How the operating system achieves this goal
is a long story, which we will study in detail throughout this book. To summarize
it in a nutshell, the operating system provides a variety of services that prograras
can ohtain using special instructions called system calls. We will examine some
of the more common system calls later in this chapter.



SEC. 1.1 WHAT IS AN OPERATING SYSTEM? 5
1.1.2 The Operating System as a Resource Manager

The concept of the operating system as primarily providing its USETS with a
convenient interface is a top-down view. An alternative, bottom-up, view holds
that the operating system is there to manage all the pieces of a complex system.
Modem computers consist of processors, memories, timers, disks, mice, network
intertaces. printors, and a wide variety of other devices. In the alternative view,
the job of the operating system is to provide for an orderly and controlled alloca-
tion of the processors. memories, and I/Q devices among the various programs
competing for them.

imagine what would happen if three programs running on some computer all
tried to print their output simulaneously on the same printer. The first few lines
of printout might be from program ), the next few from program 2, then some
from program 3, and so forth. The result would be chaos. The operating system
can bring order to the potential chaos by buffering atl the vutput destined for the
printer on the disk. When one program is finished. the operating system can then
copy its output from the disk file where it has been stored 1o the printer. while at
the same time the other program can continue generaling more output, oblivious
lo the fact that the output is not really going to the printer (yet).

When a computer (or network) has multiple users, the need for managing and
proiecting the memory, O devices, and other resources is even greater, since the
users right otherwise interfere with one another. Tn addition. users often need to
share not only hardware, but information (files, databases, etc.) as well. In short,
this view of the operating system holds that its primary task is to keep track of
who is using which resource, to grant resource requests, to account for usage, and
to mediate conflicling requests from different programs and users.

Resource management includes multiplexing {sharing} resources in two ways:
m time and in space. When a resource is time multiplexed. different programs or
users take turns using it. First one of them gets to use the resource. then another,
and so on. For example, with only one CPU and multiple programs that want to
run on it, the operating system first allocates the CPU to one program, then after it
has run long enough, another one gets to use the CPU, then another, and then
eventuaily the first ope again. Determining how the resource is time multi-
plexed—who goes next and for how long—is the task of the operating system.
Another example of time multiplexing is sharing the printer. When multiple print
jobs are queued up for printing on a single printer, a decision has 10 be made
about which one is to be printed next.

The other kind of multiplexing is space multiplexing. Instead of the custo-
mers taking turns, each one gets part of the resource. For example, main memory
is normally divided up among several running programs, so cach one can be
resident at the same time (for example, in order (o take turns using the CPU].
Assuming there is enough memory to hold multzple programs, it is more efficient
to hold several programs in memory at once rather than give one of them all of it,
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cspectally it 1t only needs a smali Fraction of the total. OfF course, this raises
wsues of fatrness, protection, and so on. and 1t is up (0 the operating system o
saalve them.  Another resource that s space muluplexed is the (hard) disk. 1n
many systems a single disk can hold files from many users at the same time.
ﬁllu'cuti-ng disk spm:;: and keeping track of who is using which disk blocks is a
typical operating system resource management task.

1.2 HISTORY OF OPERATING SYSTEMS

Operating systems have been evolving through the yeurs., In the following
sections we will briefly look al a few of the highlights. Since operaling sysiems
have historically been closely tied o the architecture of the computers on which
they run, we will look ar successive generations of computers 10 sce what their
operating svstems were like. This mappng of operating system gencrations Lo
computer generations is crude, but it does provide some structure where thers
would otherwise be none.

The first true digital computer was designed by the English mathematician
Charles Babbage (1792-1871). Although Babbage spent most of his life and lor-
tune trying to build his “analytical engine.” he never Zot it working properiy
because it was purely mechanical, and the technology of his day could not pro-
duce the required wheels. gears, and cogs 10 the high precision that he needed.
Needless to say, the analytical engine did not have an Operating system,

AS an interesting historical aside, Babbage realized that he would need
software for his analytical engine, so he hired a voung woman named Ada
Lovelace. who was the daughter of the famed British poet Lord Byron, as the
world’s first programmer. The programming language Ada® is named after her,

1.2.1 The First Generation (1945-55) Vacuum Tubes and Plagboards

After Babbage’s unsuccesstul efforts. little progress was made in constructing
digital computers unti) World War 1. Around the inid- 19405, Howard Aiken at
Harvard, John von Neumann at the Institote for Advanced Study in Princeton, J.
Presper Eckert and William Mauchley at the University of Pennsylvania. and
Konrad Zuse in Germanyv, among others, all succeeded in building calculating
engmes. The first ones used mechanical refays but were very slow, with cycle
times measured in seconds, Relays were later replaced by vacuum tubes. These
machines were enormous. filling up entire rooms with tens ol thousands of
vacuum tubes, but they were still mitlions of times slower than even the cheapest
personal compulers avatlable today.

In these early days. a single group of people designed, built, programmed,
operated, and maintained each machine. All programming was done in absolute
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machine language, often by wiring up plugbourds to control the machine’s hasic
funct g Programming janguages were unknown {even usxemb]}i language was
unknown). Operating systems were unheard of. The usual mode of operation was
for the programmer to sign up for g block of time on the signup sheet on the wall,
then come down 1o the machine room, insert his or her plugboard into the com-
puter, and spend the next few hours hoping that none of the 20,000 or so vacuum
tubes would burn out during the run. Virtwally all the problems were straightfor-
ward numerical calculations, such as grinding out tables of sines. cosines, and log-
arithms.

By the early 1950s, the rouiine had improved somewhat with the introduction
of punched cards. It was now possible to write programs on cards and read them
in instead of using plugboards; otherwise, the procedure was the same,

1.2.2 The Second Generation (1955—65) Transistors and Batch Systems

The introduction of the transistor in the mid-)950s changed the picture radi-
cally. Computers became reliable enough that they could be manufactured and
sold to paying customers with the expectation that they would continue to func-
tion long enough to get some useful work dome. For the first time, there was a
clear separation between designers, buildess, operators. programmers, and mainte-
nance personnel.

These machines, now called mainframes, were locked away in specially air
conditioned computer rooms, with staffs of professional operators to run them.
Only big corporations or major government agencies or universities could afford
the multimillion doltar price tag. To run a Job (ie. a program or set of pro-
grams}, a prograrmmer would first write Lthe program on paper (in FORTRAN aor
assembler), then punch it on cards. He would then bring the card deck down to
the mput room and hand it to one of the operators and go drink coffee unti the
cutput was ready.

When the computer finished whatever job it was currently running, an opera-
tor would go over to the printer and tear off the output and carry it over 1o the ous-
put rgom, so that the programmer could collect it later. Then he would take one
of the card decks that had been brought trom the input room and read it in, If the
FORTRAN compiter was needed, the operator would have to get it from a file
cabinet and read it in. Much computer time was wasted while operators were
walking around the machine room.

Given the high cost of the equipment, it is nol surprising that people quickly
looked for ways 1o reduce the wasted time. The solution generally adopted was
the batch system. The idea behind it was to collect a tray tull of jobs in the input
room and then read them onto a magnetic tape using a small (relatively) inexpen-
sive computer, such as the IBM 1401, which was very good at reading cards,
copying tapes, and printing output, but not at zl] good at numerical calculations,
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Other. much more expensive machines, such as the IBM 7094, were used for the
real computing. This situation is shown in Fig. 1-2.
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Fignre 1-2. An carly batch syswem. {a) Programmers bring cards o 1401, h)
1401 reads batch of jobs onto tape. (¢} Operator carrics inpul tape to 7094, (d)
7004 does computing. (e} Operator carries culput tape w 1400, (N 1400 prints
tutpuat.

After aboul an hour of collecting a batch of jobs, the tape was rewoend and
brought into the machine room, where it was mounted on a tape drive. The opera-
tor then loaded a special program (the ancestor of today's operating system).
which read the first job from tape and ran it. The output wus writien onto a sec-
ond rape. instead of being printed. After each job finished, the operating system
automatically read the next job from the tapc and began rupning it. When the
whole batch was done. the operator removed the input and output tapes, replaced
the input tape with the next batch, and brought the output tape 10 a 1401 for print-
iy off line (i.c.. not connected to the main campuier).

The structure of a typical input job is shown in Fig. 1-3. It started out with a
$JOB card. specitying the maximum run time in minutes. the account number to
be charged. and the procrammer’s name. Then came a $SFORTRAN card. telling
the operating system to load the FORTRAN compiler from the system tape. Tt
was tollowed by the program to be compiled, and then a SLOAD card, directing
the operating system to load the objcct progeam just compiled. {Compiled pro-
grams were oflen writien on scratch tapes and had 1o be loaded exphicitly.) Next
came the SRUN card, wlling the operating xystem to run the program with the
data following it. Finally, the $ENT card marked the end of the Job. These prim-
itive control cards were the forerunners of modern job control langunages and com-
mund interpreters,

Large second-generation computers were used mostly tor scientitic and
engineering calculations, such as solving the partial differential equations that
often occur in physics and engineering. They were largely programmed in FOR-
TRAN and assembly {anguage. Typical operating systems were FMS (the Fortrun
Momitor System) and 1BSYS, IBM's operaling system for the 7094,
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Figure 1-3. Structure of o typical FMS job.

1.2.3 The Third Generation (1965~1980) 1Cs and Multiprogramming

By the early 1960s, most computer manufaciurers had two distinet, and totally
incompatible, produoct lines. On the one hand there were the waord-oriented.
large-scale scientific computers, such as the 7094, which were used for numerical
calculattons in science and engineering. On the other hand, there were the
character-oriented, comimercial computers, such as the 1401, which were widely
used for tape sorting and printing by banks and insurance companics.

Developing and maintaining two completely ditferent product lines was an
expensive proposition for the manufacturers. Tn addition. many new computer
customers initially needed a smalt machine but later outgrew it and wanted a
bigger machine that would run all their old prograrus, but faster,

IBM attempted (o solve both of these problems at a single stroke by introduc-
ing the System/360. The 360 was a series of sottware-compatible inachines Tang -
ing from 1401-sized to much more powerful than the 7094. The machines dif-
fered only in price and performance (maximum memory, processor speed, number
of 1/} devices permitted, and so forth), Since all the machines had the same
architecture and instruction sct, programs written for one machine could rug on all
the others, at least in theory. Furthermore. the 36() was dexigned to handle both
scientific (i.e., numerical) and commercial computing. Thus a single family of
machines could satisfy the needs of all customers. [n subsequent vears, IBM has
come out with compatible successors to the 360 line, using more modern technol-
ogy, known as the 370, 4300, 3080, and 3090 series.
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The 300 was the first major computer line to use (small-scale) Integrated Cir-
cuits (ICs), thus providing a major price/performance advantage over the second-
generation machines, which were built up from individual transistors, [t was un
immediate success. and the idea ol a family of compalible compulters was soon
adopted by all the other major manutacturers. The descendants of these machines
are still in use at computer centers today. Nowadays they are ofien used for
managing huge databases (e.g.. for airline reservution sysicms) or as servers for
World Wide Web sites that must process thousands of requesis per second.

The greatest strength of the “one family ™ idea was simultancous!y its greatest
weakness. The intention was that all software, including the operating system,
O5%/360 had to0 work on all models. 1t had 10 run on small systems, which often
Just replaced 14015 for copying cards 1o tape, and on very jarge systems. which
often replaced 7094s for deing weather forccasting and other heavy computing. It
had 1o be good on systems with few peripherals and on systems with Mmany peri-
pherals. [t bhad 1o work in commercial environments and in scieniific environ-
ments. Above all, it bad to be efficient for a1l of these Jifferent uses.

There was no way that 1BM (or anybody else) could write o picce of softwure
o meet alf those conflicting requirements. The result was un enormous and
cxtraordinarily complex operating system, probably two to three orders of maygni-
tude larger than FMS. Tt consisted of millions of lines of assembly language writ-
ten by thousands of programmers, and conlzined thousands upon thousands of
bugs, which necessitated a continuous stream of new releases in an attempt to
correct them. Euch new release fixed some bugs and introduced new ones. so the
number of bugs probably remained constant in time.

One of the designers of O8/360. Fred Brooks. subsequently wrote a witty and
incisive book (Brooks, 1996) describing his experiences with 08/360. While it
would be impossible to summarize the book here. suffice it 1o say that the cover
shows a herd of prehistoric beasts stuck in o tar pit. The cover of Silberschatz, et
al. (2000) makes a similar point about operating systems being dinosaurs,

Despite its enormous size and probiems. (5/360 and the similar third-
generation operating systems produced by other computer manufacturers actually
satisfied most of their customers reasonably well. They also popularized several
key technigues absent in second-generation operating systems. Probably the most
important of these was multiprogramming, On the 7094, when the current job
paused to wait for a tape or other 1/Q operation to complete, the CPU simply sat
idle until the 1/O finished. With heavily CPU-bound scientific calculations, /O is
infrequent, so this wasted time is not significant. With commercial data process-
ing, the FO wait time can often be 80 or 90 percent of the fotal time. so something
had to be done to avoid having the (expensive) CPU be idle so much.

The solution that evolved was (0 partition memory into s¢veral picces. with a
different job in cach partition. as shown in Fig. 1-4. While one job was waiting
for 1/O (o complete, another job could be using the CPU. It enough jobs could be
held in main memory at once. the CPU could be kept busy nearly 100 percent of
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the time. Having muluple jobs safely in memory at once requires special
hardware to protect each job against snooping and mischief by the other ones, but
the 360 and other third-generation systems were equipped with this hardware.

Job 3 [‘\

Job 2 e
T~y Memory
Job 1 j=-"":  partitions
Cperating /’f
system

Figure 1-4. A multiprogramniing system with three jobs in memory.

Another major feature present in third-generation operating sysiems was the
ability to read jobs from cards onto the disk as soon as they were brought to the
computer room. Then, whenever a running job [mished, the operating system
could load a new job from the disk into the now-empty partition and run it. This
techntque is called spooling (from Simultaneous Peripheral Operation On Line)
and was also used for output. With spooling, the 1401s were no longer needed.
and much carrying of tapes disappeared.

Although third-generation operating systems were well suited for big scien-
tific calculations and massive commercial data processing runs, they were still
basically batch systems. Many programmers pined for the first-generation days
when they had the machine all to themseives for a few hours, so they could debug
their programs guickly, With third-generation systems. the time between submit-
ting a job and getting back the output was ofien several hours. so a single mis-
placed comma could cause a compilation 10 fail, and the programmer to waste
baif a day.

This desire for quick response time paved the way for timesharing. a variant
of multiprogramming, in which each user has an online terminal. [n a timesharing
system, 1f 20 users are logged in and 17 of them are thinking or talking or drinking
coffee, the CPU can be allocated in turn to the three jobs that want service. Since
people debugging programs usually issuc short commands (¢.g., compile a five-
page proceduret) rather than long ones (e.g., sort a million-record file), the com-
puter can provide fast, interactive service to a number of users and perhaps also
work on big batch jobs in the background when the CPU is otherwise idle. The
first serious timesharing system. CTSS (Compatible Time Sharing System), was
developed at M.LT. on a specially modificd 7094 (Corbatd et al.. 1962} How-
ever, timesharing did not really become popular until the NECEsSary predection
hardware became widespread during the third generation.

TWe will use the terms “procedure,” “subroutine.™ and “function’ interchangeably in this book.
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After the success of the CTSS system. MET. Bell Labs, and General Electric
(then @ onajor computer manulacturery decided o embark on the develfi}pmﬂn[ of a
“computer utility,” a machine that would support hundreds of simultaneous
hmeshanng users. Their model was the electricity distribution system-—when vou
need electric power, you just stick a plug in the wall, and within reason, as much
power as you need will be there. The designers of this system. known as MUL-
TICS (MULTiplexed Information and Computing Service). envisioned one
lhuge machine providing computing power for everyone in the Boston area. The
idea that machines far more powerful than their GE-645 mainframe would be sold
tor i thousand dollars by the millions only 30 years luter was pure science fiction.
Sort of like the idea of supersonic trans-Atlantic undersea trains now.

MULTICS was a mixed success. Bt was designed (0 support hundreds of users
on & achine only slightly more powerful than an [ntel 386-based PC. although 1t
hiad much more 1/0 capacity. This is not quile as Crazy as 1l sounds, since people
knew how to write small, efficient programs in those days, a skill that has subse-
quently been lost. There were many reasons that MULTICS did not thke over the
world, not the least of which is that it was written in PL/L and the PL/T compiler
was years late and barely worked at all when it finally arrived. In addition. M1 L-
TICS was enormously ambitious for its time. much like Charles Babbage™s analyt-
ical engine in the nineteenth century.

To make a long story short, MULTICS introduced many semunal ideas into the
computer literattre, bul turning it inlo a serious product and a major commercial
success was a lot harder than anyone had expected. Bell Labs dropped out of the
project, and General Electric guit the compuler business altogether. However,
M.LT. persisted and eventually g0t MULTICS working. Tt was ultimately sold as a
commercial product by the company that bought GE’s computer business
(Honeywell) and installed by abour 80 major companies and oniversitics world-
wide. While their numbers were small. MULTICS users were hercely loyal. Gen-
eral Motors, Ford, and the U.S. National Security Agency, for example, only shut
down their MULTICS systems in the late 1995, 30 years after MULTICS was
released.

For the moment. the concept of a computer utility has fizzled out but it may
well come back in the form of massive centralized Internet servers to which rela-
tively dumb user machines are attached. with most of the work happening on the
big servers. The motivation here is likely to be that most people do not want to
administrate an increasingly complex and finicky computer system and would
prefer to have that work done by a team of protessionals working for the company
running the server. E-commerce is already evolving in this direction, with various
companies running e-malls on multiprocessor servers io which stmple client
machines connect, very much in the spirit of the MULTICS design.

Despite its lack of commercial success, MULTICS had a huge influence on
subscquent operating systems. It is described in (Corbato et al,, 1972; Corbatd and
Vyssotsky, 1963; Daley and Dennis, 1968: Orgunick. 1972; and Saltzer, 1974). |t
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also has a still-active Web site, www.muldricians.org, with a great deal of informa-
tion about the system. its designers, and 1ts users.

Another major development during the third generation was the phenomenal
growth of minicomputers, starting with the DEC PDP-1 in 1961, The PDP-1 had
only 4K of 18-bit words, but at $120,000 per maching (less than 5 percent of th_c
price of a 7094), it sold like hotcakes, For certain kinds of nonnumerical work. it
was almost as fast as the 7094 and gave birth 1o a whole new industry. It was
quickly tollowed by a series of other PDPs (unlike 1BM’s family, all incompati-
ble) culminating in the PDP-11,

One of the computer scientists at Bell Labs who had worked on the MULTICS
project. Ken Thompson. subsequently found a small PDP-7 minicomputer that no
one was using and set out to write a stripped-down, one-user version of MULTICS.
This work later developed into the UNIx® operating system, which became popu-
lar in the academic world, with government agencies, and with many compantes.

The history of UNIX bhas been told cisewhere (e.g., Salus, 1994). Part of that
story will be given in Chap. 10. For now, suffice it 1o say. that because the source
code was widcly available, various organizations developed their own (incompati-
ble} versions, which led to chaos. Two major versions devcloped, System V.
from ATET, and BSD, (Berkeley Software Distribution) from the University of
California at Berkeley. These had minor variants as well. To make it possibie to
write programs that could ran on any UNIX system. [EEE developed a standard
- for UNIX, called POSIX. that most versions of UNIX now support. POSIX defines
a minimal system call interface that conformant UNIX systems must support. In
fact, some other operating systems now also support the POSIX interface,

As an aside, it is worth mentioning that in 1987, the author released a small
clone of UNIX, called MINIX, for educational purposes. Functionally, MINIX is
very similar to UNIX, including POSIX support. A book describing its internal
operation and listing the source code in an appendix is also available (Tanenbaum
and Woodhull, 1997). MINIX is available for free {including ail the source code)
over the Internet at URL www.cs.vie.nl/~ast/miniy him.

The desire for a free production (as opposed to educational) version of MINEX
led a Finnish student, Linus Torvalds, to write Linux. This system was developed
on MINIX and originally supported various MINIX features {e.g.. the MINIX file
system). It has since been extended in many ways but still retains a large amount
of underlying structure common to MINIX, and 10 UNIX {upon which the former
was based}. Most of what will be said about UNIX in this book thus applies to
System V, BSD., MINIX, Linux, and other versions and clones of UNIX as well.

1.2.4 The Fourth Generation {1980—Present) Personal Computers
With the development of LSI (Large Scale Integration) circuits, chips contain-

ing thousands of transistors on a square centimeter of silicon, the age of the per-
sonal computer dawned. In terms of architecture, personal computers (initially
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called microcomputers) were not all that difterent trom ininicomputers of .[’fl.l:?
PDP-11 class, but in terms of price they certainly were different. Where the nur.m
computer made it possible for a department i & company or Liﬂi\*’Ei’SiF:}-’ 0 huw: it
0wt compuler, the microprocessor chip made it possible for o single individual 1o
have his or her own personal computer.

In 1974, when Intel came out with the 808U, the first general-purpose $-bit
CPU, it wanted un operating system for the 8080, in part (0 be able to test it. Intel
asked one of its consultants, Gary Kildalt, o write one. Kildall and a friend first
built a controller tor the newly-released Shugart Associates 8-inch floppy disk and
hooked the floppy disk up to the 8080, thus producing the first microcomputer
with a disk. Kildall thein wrote a disk-based operating system catlted CP/M (Con-
trol Program for Microcomputers) for it. Since Intel did not think that disk-
based microcomputers had much of a future. when Kildall asked for the rights to
CP/M, Intel granted his request.  Kildall then formed a company. [hgital
Research. o further develop and sell CP/M.,

In 1977, Digital Research rewrote CP/M o make it suituble for running on the
many microcomputers using the 80680, Zilog Z80. and other CPU chips. Many
application programs were writien to run on CP/M. allowing it to completely
dominate the world of microcamputing for about 5 years.

In the early 1980s. [BM designed the IBM PC and looked around for software
to run on it. People tram IBM contacted Bill Gates to license his BASK inter-
preter. They alse asked him if he knew of an operating system to run on the PC,
Gates supgested that [BM contact Digital Rescarch. (hen the world™s dominant
operating systems company. Making what was surcly the worst business decision
in recorded history, Kildall refused 10 meet with IBM, sending a subordinate
instead. To make matiers worse, his lawyer even refused (o sign IBM's nondis-
closure agreement covering the not-yet-announced P°C, Consequently, IBM went
back 1o Gates asking if he could provide them with an OPCTaling sysiem,

When IBM came back. Gates realized that a local computer manutacturer,
Seattle Computer Products, bad a suitable aperating system. DOS (Disk Operat-
ing System). He approached them and asked to buy 1t {allegedly for $50.0000.
which they readily accepted. Gates then offered IBM DOS/BASIC package.
which IBM accepted. IBM wanted certain modifications, so Gates hired the per-
son who wrote DOS, Tim Palterson, as an employee of Gates™ fledgling company,
Microsoft, to make them. The revised system was renamed MS-DOS (MicroSoft
. Disk Operating System) and quickly came to dominate the 1BM PC markel, A
key factor here was Gates™ (in refrospect, extremely wise) decision (o sell MS-
DOS to computer companies for bundling with thetr hardware, vompared 1o
Kildal’s attemapt to sell CP/M to end users vne at 4 time {at teust wmitially),

By the time the IBM PC/AT came out jn 1983 with the Imel 80286 CPU.
MS5-DOS was firmly entrenched and CP/M was on its lust fegs, MS-DOS was later
widely used on the 80386 and 80486, Although the initial version of MS-DOS was
fairty primitive, subsequent versions inciuded more advanced features, including
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many taken from UNIX. (Microsoft was well aware of U]\:‘IX, even selling a
microcomputer version of it calted XENIX during the company’s early years.)

CP/M, MS-DOS, and other operating systems for early MICrocOINpULETS Were
all based on users typing in commands from the keyboard. That evepluaﬂ}f
changed due to research done by Doug Engelbart at Stanford Research Institute in
the 1960s. Engelbart invented the GUI (Graphical User Interface), pronounced
“gooey.” complete with windows, icons, menus, and mouse. These ideas were
adopted by researchers at Xerox PARC and incorporated into machines they built.

One day, Steve Jobs, who co-invented the Apple computer in his garage.
visited PARC, saw a GUI, and instantly realized its potential value, something
Xerox management famously did not (Smith and Alexander, 1988). Jobs then
embarked on building an Apple with a GUE This project led to the Lisa, which
wis oo expensive and failed commercially. Jobs® second attempt. the Apple
Muacintosh, was a huge success, not only because it was much cheaper than the
L.isa, but also bécause it was user friendly, meaning that it was intended for users
who not only knew nothing about computers but furthermore had absolutely no
intention whatsoever of learning.

When Microsoft decided to build a successor MS-DOS. it was strongly
influenced by the success of the Macintosh. It produced a GUl-based systen
called Windows, which originally ran on lop of MS-DOS ti.c.. it was more like a
shell than a true operating system). For about 10 years, from 1985 oy 1995, Win-
dows was just a graphical environment on top of MS-DOS. However, starting in
1995 a freestanding version of Windows, Windows 95, was released that incor-
porated many operating systemn features into i1, using the underlying MS-DOS SVS-
tem only for booting and running old MS-DOS programs. in 1998, a slightly
maodified version of this system, called Window s OR was released. Nevertheless,
hoth Windows 95 and Windows 98 still contiin i large damount of 16-bit [niel
wssembly language.

Another Microsoft operating system i Windows NT (NT stands for New
Technology), which is compalible with Window s 95 1 a cerain level, but a com-
plete rewrite from scraich iternadly. Ieis @ fuil 32-hit system. The lead designer
for Windows NT was Duvid Cutier. who was also one of the designers of the
VAX VMS operating system. so some ideus from VMS ure present in NT. Micro-
soft expected that the first version of NT would Kill off MS-DOS and all other ver-
sions of Windows since it was a vintly superior system, but it fizzled, Only with
Windows NT 4.0 did it finally cauch on in o g way. especialty on COTpOTale net-
works. Version 5 of Windows NT was renamed Windows 2000 1in early 199y, It
was infended to be the successor 1w botly Windows 98 and Windows NT 4.0. That
did not quite work out cither. o Microsolt came out with yot another version of
Windows 98 called Windows Me (Millenninm edition).

The other major contender in the personad computer world is UNIX (and iis
various derivatives). UNIX is strongest on workstations and other high-end com-
puiers. such as network servers. It is especially popuiar on machines powered by
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high-pertormance RISC chips. On Pentium-based computers, Linux i1s becoming
a popular alternative to Windows for students and increasingly many Cl:.)l*pffrzlte
users. (As an aside, throughout this book we will use the term “Pentium™ to
mean the Pentrum [, [1, 1{i. and 4.)

Although many UNIX users, especially experienced programmers, prefer a
command-based nterface to a GUIL, nearly all UNIX systems support a windowing
system called the X Windows system produced at M.I.T. This system handles the
basic window management, allowing users to creale, delete, move. and resize
windows using 4 mouse. Often & complete GUI, such as Motif, is available © run
on fop of the X Windows system giving UNIX a look and feel something like the
Macintosh or Microsoft Windows. for those UNIX users who want such a thing.

An interesting development that began taking place during the mid-1980s is
the growth of networks of personal computers running network operating sys-
tems and distributed operating systems i Tanenbaum and Van Steen. 2002). In
@ network operating svstem, the users are aware of the existence of multiple com-
puters and can log in to remote machines und copy files from one machine to
another. Each machine runs its own local operating system and has its own local
user (or users ).

Network operating systems are not tundamentally different from single-
processor operating systems. They obviously need a network interface controller
and some low-level software to drive i, as well as programs to achieve remote
login and remote file access, but these additions do not change the cssential struc-
ture of the operating system.

A distributed operating system, in contrast. is one that appears Lo 118 USers as a
traditional uniprocessor system, even though it is actually composed of multiple
processors. The users should not be aware of where their programs are being run
or where their files are iocated; that should ul! be handled automatically and effi-
ciently by the operating system.

True distributed operating systems reguire nwore than Just adding a littte code
0 4 uniprocessor operating system, because distributed and centratized SYSLEmS
differ in critical ways. Distributed systems. for example. often allow applications
(0 run on several processors at the same time. thus requiring more complex pro-
cessor scheduling algorithms in order 1o optimize the amount of parillelism,

Communication delays within the network often mean (hat these (and other)
algorithms must run with incomplete, outdated. or even incorrect information,
This situation is radically different from a single-processor system in which the
operating system has complete information about the syslern stale.

1.2.5 Ontogeny Recapitulates Phylogeny
Alter Charles Darwin's book The (riciin of the Species was published. the

German zoologist Ernst Haeckel stated (ha “Ontogeny Recapitulates Phylo-
geny.” By this he meant that the development of an embryo {ontogeny) repeats
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(t.c., recapitulates) the evolution of the species (phylogeny). In other-words, after
fertilization, a human cgg goes through stages of being a fish, a pig, and 80 0N
before turning into a human baby. Modern biologists regard this as a gross sim-
plification. but it still has a kernel of truth in it. N

Something analogous has happened in the computer industry. Each new
species {mainframe, minicomputer, personal computer, embedded computer,
smart card, etc.) seems to go through the development that its ancestors did. The
first mainframes were programmed entirely in asscmbly language. Even complex
programs, like compiiers and operating systems, were written in assembler, By
the time minicomputers appeared on the scene, FORTRAN, COBOL, and other
high-level languages were common on mainframes, but the new minicomputers
were nevertheless programmed in assembler (for lack of memory). When micro-
computers (early personal computers) were invented. they, too, were programmed
in assembler, even though by then minicomputers were also programmed in high-
level lunguages. Palmtop computers also started with assembly code but quickly
moved on to high-level languages (mostly because the development work was
done on bigger machines). The same is true for smart cards.

Now let us lock at operating systems. The first mainframes initially had no
protection hardware and no support for multiprogramming, so they ran simple
operating systems that handled one manually-loaded program at a time. Later
they acquired the hardware and operating system support to handle multiple pro-
grams at once, and then full timesharing capabilities.

When minicomputers first appeared, they also had no protection hardware and
ran one manualiy-loaded program at a time, even though multiprogramming was
well established in the mainframe world by then. Gradually, they acquired pro-
tection hardware and the ability (o run two or more programs at once. The first
microcomputers were also capable of running only one program at a time, but
later acquired the ability to muitiprogram. Palmtops and smart cards went the
same route.

Disks first appeared on large mainframes, then on MINICOMPpUters, microcom-
puters, and so on down the line. Even now, smart cards do not have hard disks,
but with the advent of flash ROM, they will soon have the equivalent of it. When
disks first appeared, primitive file systems sprang up. On the CDC 6600, easily
the most powerful mainframe in the world during much of the 1960s. the file Sy5-
tem consisted of users having the ability to create a file and then declare it to be
permanent, meaning it slayed on the disk even after the creating program exited.
To access such a file later, a program had to attach it with 2 special command und
give its password (supplied when the file was made permanent). In effect, therc
was a single directory shared by all users. It was up to the users to avoid file
name conflicts. Early minicomputer file systems had a single directory shared by
all users and so did earty microcomputer file systems.

Virtual memory (the ability to run programs larger than the physical memory)
had a similar development. It first appeared in mainframes, minicomputers,
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microcomputers and gradually worked its way down 1o smaller and smaller sys-
tems. Networking had a similar history,

In all cases, the software development was dictated by the technology. The
first microcomputers, tor example, had something like 4 KB of memory .:md no
protection hardware. High-level languages and multiprogramming were simply
too much for such a tiny system to handie. As the microcomputers evolved inw
modern personal compulters, they acquired the necessary hardware and then the
necessary software 1o handle more advanced features. It is likely that this
development will continue for years to come., Other fields may also have this
wheel of reincarnation. but in the computer industry it seems io spin faster,

1.3 THE OPERATING SYSTEM Z00O

All of this history and development has left us with a wide variety of operat-
ing systems. not all of which are widely known. In this section we will briefly
touch upon seven ot them. We will come back to some of these ditferent kinds of
systems faler in the book.

1.3.1 Mainframe Opecrating Systems

Al the bigh end are the operating systems for the mainframes. those rooln-
sized computers still found in major corporute data centers. These computers dis-
tinguish themselves from personal computers in terms of their 10 capacity. A
mainframe with 1000 disks and thousands of greabytes of data is not unusual: a
personal computer with these specifications would be odd indeed. Maintrames
are also making something of a comeback s high-cnd Web servers, servers for
large-scale electronic comnierce sites, and servers for business-lo-business tran-
SACLIONS,

The operating systems for mainframes are heavily oriented toward processing
many jobs at once, most of which need prodigious amounts of O, They tvpicalty
offer three kinds of services: batch. transuction processing. and tunesharing, A
batch system is onc that processes routine jobs wirthout any interaclive nser
present. Claims processing in an insurance company or sales reporting tor a chain
of stores is typically done in batch mode. Transaction processing svstems handle
large numbers of small requests. for example. check processing al a bank or wiir-
line reservations. Each unit of work is <muall, bul the system must handie hun-
dreds or thousands per second. Tiesharing svstems allow multiple remote users
(o run jobs on the computer ut once, such as quersiitg o hig datubase. These fune-
vons are closely related: muinframe operaling systems often pertorm all of them.
An example mainframe operating system is O8/390. a descendant of OS/360).
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1.3.2 Server Operating Systems

One level down are the server operating systems. They run on secvers. which
are either very large persanal computers, worksiations, or even mainframes. They
serve multiple users at once over a network and allow the users to share hardware
and sofiware resources. Servers can provide print service, file service, or Web
service. lniernet providers run many server machines to support their customers
and Web si1es use scrvers to store the Web pages and handle the incoming
requests. Typical server operating systemns are UNIX and Windows 2000, Linux
is also gaiming ground (or servers,

1.3.3 Multiprocessor Operating Systems

An increasingly common way (o get major-league computing power is to con-
nect multipte CPUs inlo a single system. Depending on precisely how they are
connected and what is shared, these systems are called parallel computers, multi-
computers. or multiprocessors. They need special operating systems, but often
these are vartations on the scrver operating sysiems. with special features for
communication and connectivity.

1.3.4 Personal Computer Operating Systems

The next category is the personal computer operating system. Their job is to
provide a good interface to a single user, They are widely vsed for word process-
ing, spreadsheets, and Internet access. Common examples are Windows 98, Win-
dows 2000. the Macintosh operating system, and Linux. Personal computer
operating systems are so widely known that probably little introduction is needed.
In fact. many people are not even aware that other kinds exist,

1.3.5 Real-Time Operating Systems

Another type of operating system is the real-time system. These systems are
characterized by having time as a key parameter. For example, in industrial proc-
ess control systems, real-time computers have to collect data about the production
process and use it to control machines in the factory. Often there are hard dead-
lines that must be met. For example, if 4 car is moving down an assembly Iine,
certain actions must take place at certain instanls of time. If a welding robot
welds too early or too late, the car will be ruined. If the action absolutely musr
occur at & certain moment {or within a certain range}. we have a hard reai-time
system.

Another kind of real-time system is a soft real-time system, in which missing
an occasional deadline is acceptable, Digital audio or multimedia systems fall in
ihis category. VxWorks and QNX are well-known real-time operating systemts,
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1.3.6 Embedded Operating Systems

Continuing on down to smaller and smaller svstems, we come o palm‘tn_}p
computers and embedded systems. A palmtop compuler or PDA (Personal Digi-
tal Assistant} is a small computer that fits in a shirt pocket and performs a small
number of functions such as an clectronic address book and memo pad. LEmbed-
ded systems run on the computers that control devices that are not generally
t]mugl-lt of as computers, such as TV sets. microwave ovens. and mobile tele-
phones. These often have some characteristics of real-time systems but also have
size, memory. and powcr restrictions that make them special. Examples of such
opcrating systems are PalmOS and Windows CE (Consumer Electronics).

1.3.7 Smart Card Operating Systems

The smallest operating systems run on smart cards, which are credit card-
sized devices containing a CPU chip. They have VEry SevVeTe Processing power
and memory constraints. Some of them can handle only a single funcuon, such as
electronic payments, but others can handle multiple functions on the same smur
card. Often these are proprietary systems.

Some smart cards are Java oriented. What this means is that the ROM on the
smart card holds an interpreter for the Java Virtual Machine (JVM). Java applets
{small programs) are downloaded to the card and are interpreted by the JVM
interpreter.  Some of these cards can handle multiple Java applets at the same
time, leading to multiprogramming and the need to schedule them. Resource
management and protection also become an issue when two or more applets arc
present al the same time. These issues must be handled by the (usually exiremely
primitive) operaling system present on the card.

1.4 COMPUTER HARDWARE REVIEW

An operating system is intimately tied 1o the hardware of the computer it runs
on. It extends the computer’s instruction set and manages its resources. To work,
It must know a great deal about the hardware, at least. about how the hardware
appears 1o the programmer,

Conceptually, a simple personal computer can be abstracted 0 1 model
resembling that of Fig. 1-5. The CPU, memaory, and /0 devices are all connected
by a system bus and communicate with one another over it. Modern personul
computers have a more complicated structure. involving multiple buses, which we
will look at later. For the time being, this model will be sufficient. In the totlow -
Ing scctions, we will bricfly review these components and examine some of the
hardware issues that are of concern to operating system designers.
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Figure 1-5. Some of the components of a simple parsonal compuler.

1.4.1 Processors

The “brain” of the computer is the CPU. 1t fetches instructions from memory
and executes them. The basic cycle of every CPU is to fetch the first instruction
from memory, decode it to determine its type and operands. execute i, and then
fetch, decode, and execute subsequent instructions. In this way, Programs are car-
ried out.

Each CPU has a specific set of instructions that it can execute. Thus a Pen-
tlum cannot execute SPARC programs and a SPARC cannot execute Pentium pro-
grams. Because accessing memory to get an instruction or data word takes much
longer than executing an instruction, all CPUs contain some registers inside to
hold key variables and temporary results. Thus the instruction set generally con-
tains instructions to load a word from memory into a register, and store a word
from a register into memory. Other instructions combine two operands from
Tegisters, memory, or both into a result, such as adding two words and storing the
result in a register or in memory,

In addition to the general registers used to hold variables and temporary
results, most computers have several special registers that are visible to the pro-
grammer. One of these is the program counter, which contains the memory
address of the next instruction to be feiched. Afier that instruction has been
fetched, the program counter is updated to point 1o its successor,

Another register is the stack pointer. which points 10 the top of the current
stack in memory. The stack contains one frame for each procedure that has been
entered but not yet exited. A procedure’s stack frame holds those mput parame-
ters, local variables, and temporary variables that are not kept in registers.

Yet another register is the PSW (Program Status Word). This register con-
tains the condition code bits., which are set by comparison instructions, the CPU
prierity, the mode (user or kernet), and various other contro! bits. User PIOZFANLS
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may norimally read the entire PSW but typically may write only same of its ficlds,
The PSW plays an important rele in system calls and 1O, _

The opecrating system must be aware of all the registers. When time muofti-
plexing the CPU, the operating system will often stop the running program to
(re)start another one. Every time if stops a running program, the operating system
must save all the registers so they can be restored when the program runs later.

To 1mprove performance. CPU designers have long abandoned the simple
model of fetching, decoding, und executing one instruction at a time. Many
modern CPUs have facilitics for executing more than one instruction at the same
time. For example. &« CPU might have separate fetch, decode. and execute units,
50 that while it was executing instruction n. it could also be decoding instruction
n+ | and fetching instruction » + 2. Such an organization is called a pipeline
and is itlustrated in Fig. 1-6(a) for a pipeline with three stages. Longer pipelincs
are commaon. In most pipeline designs, once an instruction has been tetched into
the pipeline, it must be executed, even if the preceding instruction was a condi-
tonal branch that was taken. Pipelines causce compiler writers and operating sys-
tem writers great headaches because they expose the cormplexities of the underty-
ing machine to themn.

Exertte
] unit
Fetch Crecode
L unit [ unit
: Execute
Fetch Decode Execute Haolding .
Lt — unit ] urit ouffer unn
Fetch | - Decode
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Execute
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{ay ' (r)

Figure 1-6. (a} A three-stage pipcline, (b) A superscalar CPL,

Even more advanced than a pipeline design is & superscalar CPU. shown in
Fig. 1-6(b). In this design, muliple cxccution units are present, for example, one
for integer arithmetic, one for floating-point arithmetic, and one for Roolean
operations. Two or more instructions are fetched a1 once., decoded, and dumped
into a holding buffer until they can be execuied. As soon as 2n execution unit is
tree. it looks in the holding buffer to see if there is an instruction it can handie.
and 1 50, it removes the instruction from the buffer and exccutes i, An implica-
tion of this design is that program instructions are often executed out of order,
For the most part, it is up 1o the hardware to make sure the result produced is the
same one a sequential implementation would have produced. but an annoying
amount of the complexity is foisted onto the operating system, as we shall see.

Most CPUs, except very simple ones used in cmbedded systems, have iwo
modes, kernel mode and user mode. as mentioned eardier. Usually a bit in the
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PSW controls the mode. When running in kernel mode, the CPU can execule
every instruction in its instruction set and use every feature of the hardware, The
operating system runs in kernel mode, giving it access to the ufmplete hardware.

In contrast, user programs run in user mode, which permits only a4 subset of
the instructions te be executed and a subset of the features to be accessed. Gen-
erally, all instructions involving IO and memory protection are disallowed in user
maode. Setting the PSW mode bit to kernel mode s also forbidden, of course.

To obtain services from the operating system, a user program must make a
system call, which traps into the kemel and invokes the operating system. The
TARAP instraction switches from user mode to kernel mode and starts the operating
system. When the work has been completed. cantrol is returned to the user pro-
gram at the instruction following the system call. We will explain the details of
the system call process later in this chapter. As a note on typography, we will use
the lower case Helvetica font to indicate system calis in running text, like this:
read,

It ts worth noting that computers have traps other than the instruction for exe-
cuting a system call. Most of the other traps are caused by the hardware to warn
of an exceptional situation such as an attempt to divide by 0 or a floating-point
underfiow. In ail cases the operating system gets control and must decide what to
do. Sometimes the program must be terminated with an error. Other times the
error can be ignored {an underflowed number can be set to 0). Finally, when the
program has announced in advance that it wants to handle certain kinds of condi-
tions, control can be passed back to the program to let it deal with the problem.

L4.2 Memory

The second major component in any computer is the memory. Ideaily, a
memaory should be extremely fast {faster than executing an instruction so the CPU
is not held up by the memory). abundantly large, and dirt cheap. No current tech-
nology satisfies all of these goals, so a different approach is taken. The memory
system iIs constructed as a hierarchy of layers. as shown in tig. I-7.

The top layer consists of the registers internal to the CPU. They are made of
the same material as the CPU and are thus dust as fast as the CPU. Conscquently,
there is no delay in accessing them. The Slorage capacity available in them is typ-
1cafly 32 x 32-bits on & 32-bit CPU and 64 x 04-bits on a 64-bit CPU. Less than |
KB in both cases. Programs must manage the registers (i.e.. decide whal to keep
in them) themselves, in software.

Next comes the cache memory, which is mostly controlled by the hardware.
Main memory is divided up into cache lines, typically 64 bytes, with addresses O
to 63 in cache line 0, addresses 64 to 127 in cache line 1. and so on. The mosi
heavily used cache lines are kept in a high-speed cache located inside or very
close 10 the CPU, When the program needs to read a memory word, the cache
hardware checks (o sec if the line needed is in the cache. If it is, called a cache
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Typical access time Typical capacity
1 nsec Reqgisters =1 K8
2 nse I Cache iMB
10 nsec Main mamary 64-512 MB
10 mseg Magnetic disk 5-50 GB
100 sec Magnetic tape 20-100 GB

Figore 1-7. A ypical memuory hicrarchy. The numbers are very rough approximations,

hit. the request 15 satished from the cache and no memory request is semt aver the
bus (0 the main memory. Cache hits normally take about two clock cycles
Cache misses have to go to memory, with a substantial time penalty. Cache
mermory is limited in size due to ils high cost. Some machines have two or even
three levels of cache, each one slower and bigger than the one before it.

Main memory comes next. This is the workhorse of the memory system,
Main memory is often called RAM (Random Access Memory). Old timery
sometimes call it core memory, because computers in the 19505 and 1960s used
tiny magnetizable ferrite cores for main memory. Currently, memories are tens to
hundreds of megabytes and growing rapidly. Ail CPU requests that cannot he
satisfied out of the cache go to main memory.

Next in the hierarchy 1s magnetic disk (hard disk}. Disk sworage is two orders
of magnitude cheaper than RAM per bit and often two orders of magnitude larger
as well. The only problem is that the time to randomly access data on it is close
to three orders of magnitude slower. This low speed is due o the fact that a disk
is @ mechanical device, as shown in Fig. 1-8.

A disk consists of one or more metal platters that rotate al 5400, 7200, or
10,800 rpm A mechanical arm pivots over the platiers from the corer. similar to
the pickup arm on an old 33 rpm phonograph for playing vinyl records. Informa-
tion is written onto the disk in a series of concentric circles. Al any given anm
position, each of the heads can read un annular region called a track. Together.
all the tracks for a given arm position form a eylinder.

Each track is divided into some number ot sectors. typically 512 bytes per
sector. On modern disks, the outer eylinders contain more sectors than the inner
ones. Moving the arm from one cylinder to the next one takes about 1 msec.
Moving it to a random cylinder typically takes 5 msec to 10 msec. depending on
the drive. Once the arm 1s on the correct track, the drive must wait for the needed
5eCtor to rotate under the head, an additional delay of 5 msec 10 10 msec, depend-
ing on the drive’s rpm. Once the sector is under the head. reading or writing
occurs at a rate of 5 MB/sec on low-end disks 10 160 MB/sec on faster oncs.
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~— Read/write head {1 per surface)

Surface 7 . C A
e i 1
Surface 6 - =—
Surface 5 ..
Surface 4 —
Surace 3~ e
Cirection of arm mation

Surface 2 7
Sudace 1-.
Surface 0 — 7

Figare 1-8. Soucture of a disk drive,

The final layer ir the memory hicrarchy is magnetic tape. This medium is
often used as a backup for disk storage and for holding very large data sets. To
access a tape, it must first be put into a tape reader, either by a person or a robot
(automated tape handling is common at nstallations with huge databases). Then
the tape may have (o be spooled forwarded to get to the requested block. Al in
all, this could take minutes. The big plus of tape is that it is exceedingly cheap
per bit and removable, which is important for backup tapes that must be stored
off-site in order to survive fires, floods, earthquakes, etc.

The memory hierarchy we have discussed is typical, but some instaliations do
not have all the lavers or have a few different ones (such as optical disk). Still, in
all of them, as one goes down the hierarchy, the random access time increases
dramatically, the capacity increases equally dramatically, and the cost per bit
drops enormously. Conscquently, it is likely that memory hierarchies will be
around for years to come.

In addition to the kinds of memory discussed above, many computers have a
small amount of nonvolatile random access memory. Unlike RAM, nonvolatile
memory does not lose its contents when the power is switched off. ROM (Read
Only Memory) is programmed at the factory and cannot be changed afterward. It
15 fast and inexpensive. On some computers, the bootstrap loader used to start the
computer is contained in ROM. Also, some /O cards come with ROM for han-
dling low-level device control.

EEPROM (Electrically Erasable ROM) and flash RAM are also nonvola-
tile, but in contrast to ROM can be erased and rewritten. However, writing them
takes orders of magnilude more time than writing RAM, =0 they are used in the
same way ROM is, only with the additional feature thal it is now possible to
correct bugs in programs they hold by rewriting them in the field,

Yet another kind of memory is CMOS, which is volatile, Many computers
use CMOS memory to hold the current time and date. The CMOS memory and
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the clock circuit that increments the time in it are powered by a sinall 1t‘saurr}f. N
the time iy correctly updated, even when the comiputer ix unplugred. I he CMOS
mcmory can also hold the contiguration parameters, such as which disk to boot
from. CMOS 1s used bevause it draws so little power that the original factory-
installed battery often lasts for several years. However. when it begins to Iml the
computer can appear 10 have Alzheimer's disease, forgetting things thar it has
known for years, like which hard disk to hoot from.

Let us now focus on main memory for a little while. 1t is often desirable o
hold multiple programs in memory at once. If one program is blocked watting for
a disk read to complete, another program cun use the CPL. giving u better CPU
utilization. However, with two or more programs in main memory at oace, two
problems must be solved:

I. How to protect the programs from one another and the kerne! from
them all.

2. How to handle relocation.

Many solutions are possible. However, all of theny involve equipping the CPL!
with special hardware.

The first problem is obvious. but the second ane is u %t more subtle. When
program 1s compiled and linked, the compiler and linker G40 not know v here i
physical memory it will be loaded when it is cxecuted. For this reason. they usu-
ally assuroe it will start at address (1, and just pul the first instruction there, Sup-
puse thal the first instruction fetches a word Tom memory address HEOO, Now
suppose that the entire program and data are loaded sarting at uddress SO0,
When the first instruction executes, it will fi1il because it will reference the wornd
at 10000, instead of the word at 60000 Tu olve this problem. we need to either
relocate the progrumi at load time., Finding alt the addresses and maodifying thei
{which is doable. but cxpensived. or have relfocition done on- the. Fly durimy execu
tion.,

The simplest solution is ~hown in Fig. 1-9(a). In this Bgure we see i com
puter equipped with two speciel registers, the base register and (he limit register.
(Please note that in this book. nimbers beginning with O are in hexadecimal -
the C language convention. Similurfyv, numbers begioming with a leading zero are
in octal.) When a program is run. the base FCZISICT 15 SeL o poing (o the start of -
program text and the limir register tells how large the combinid Pragranm (el il
data are. When an instruction is to be etehed. the hardweire checks to see i the
program counter is less than the limit register, and i1 is. adids 1t 1o (e baee regrls-
ter and sends the sum to memory. Similarty. when the progrm wants to foerch o
data word (e.g., from address Q0003 the hurdware attonuibrcally adds the con
tents of the base register (e.g., 50,0003 ta that address and sends the suim {60000
to the memory. The base register makes it impossible tor & program to reterence
any part of memory below itself. Furthermore. the limit regrster makes it impos-
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Thus this scheme solves both

the protection and the relocation problem at the cost of two new registers and a

siight increase in cycle time (to perform the limit check and addition).

Address Aegisters
whan
OxFFFFFFFF ngram_g
i5 running
Usser program Hig'::t'frs «—— Limil-2
i3 running ~— Base-2
Limit —- Limmt-2 —-
User program Base-2 - Liser-1 data
; - Ltrrut-1
— ona et Limit-1 =71 User program
Base Base-1 —= «— Base-1
Qperating Operating
System System
{a) {b}

Figure 1-9. {a) Use of one base-limit pair. The program can access memory
between the base and the limit. (b} Use of two base-limit pairs. The program
code 15 between Base-1 and Limit-1 whereas the data are between Base-? and
Limit-2.

The check and mapping resuit in converting an address generated by the pro-
gram, called a virtual address, into an address used by the memory, called a phy-
sical address. The device that performs the check and mapping 1s called the
MMU (Memory Management Unit). It is located on the CPU chip or close to it.
but is logically between the CPU and the memory.

A more sophisticated MMU is iliustrated in Fig. 1-9(b}. Here we have an
MMU with two pairs of base and limit registers, one for the progrant text and one
for the data. The program counter and all other references to the program text usc
pair | and data references use pair 2. Asa consequence. 1t 1s now possihle to have
multiple users share the same program with only one copy of it In memory. some-
thing not possible with the first scheme. When program 1 is running, the four
registers are set as indicated by the arrows to the left of Fig. 1-%b). When pro-
gram 2 is running, they are set as indicated by the arrows to the right of the figure.
Much more sophisticated MMUSs exist. We will study sone of them later in this



























36 INTRODLCTION CHAP. |

When the specified number of seconds has elapsed. the operating system
sends an alarm signal to the process. The signal causes the process to tem-
porarily suspend whatever it was doing, save its registers on the stack, and start
running 4 special signal handling procedure, for example, to retransmit a presum-
ably lost message. When the signal handler is done, the running process is re-
started in the state it was in just before the signal. Signals are the software analog
of hardware interrupts and can be gencrated by a variety of causes in addition 1o
tmers expiring. Many traps detected by hardware, such as executing an illegal
instruction or using an invalid address, are also converted inwo signais 1o the guilty
pProcess.

Each person authorized 1o usc a system is assigned o UID (User IDentifica-
tion) by the system adninistrator. Every process started has the UID of the per-
son who started it. A child process has the sume UID as its parent. Users can he
members of groups, each of which has a GID (Group IDentification .

One UlD. called the superuser {in UNIX1. has special power and may violale
many of the protection rules. In large installations, only the systemn administyator
knows the password necded to become supcruser, but many of the ordinary users
(especially students) devote considerable cffort (o trying to find flaws in the NV§-
tem that allow them to become superuser without the password.

We will study processes, interprocess communication. and related issues in
Chap. 2.

1.5.2 Deadlocks

When two or more processes are mteracting, they can sometimes get themn-
selves into a stalemate situation they cannot get out of . Such a silaation s called
a deadlock.

Deadlocks can best be introduced with a real-world example evervone 15 tam-
itiar with, deadlock in traffic. Consider the sitvation of Fip. I-13(a). Here four
buses are approaching an intersection. Behind each one are more buses (not
shown}. With a little bit of bad luck, the first four could all arnve at the intersec-
tion simultaneousty, leading 1o the situation of Fig. 1-13(b}, in which they are

Y A heceup o catat e 1o ' ——v—— il —
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Figure 1-13, (a} A potential deadlock. (by An actual deadlock.

we have a deadlock from which there is no escape. We wili study deadlocks and
what can be done about them in detail in Chap. 3.

1.5.3 Memory Management

Every compuier has some main memory that it uses to hold executing pro-
grams. In a very simple operating system, only one program at a fime is in
memory. To run a second program, the first one has to be removed and the
second one placed in memory.

More sophisticated operating systems allow multiple programs to be in
memory at the same time. To keep them from interfering with one another (and
with the operating system). some kind of protection mechanism is needed. While
this incchanism has to be in the hardware, it is controlled by the operating system.

The above viewpoint is concerned with managing and protecting the
computer's main memory. A differenl. but equally important memory-related
issue, is managing the address space of the processes. Normally, each process has
some set of addresses it can use, typically running {from O up to some maximum.
In the simplest case, the muaximum amount of address spdce a process has is less
than the main memory. In this way, a process cun till up its address space and
there will be enough room in main memory to hold it all.

However, on many computers addresses arc 32 or 64 bits. giving an address
space of 2% or 2% bytes, respectively. What happens if a process has more
address space than the computer has main memaory and the process wants to use it
all? In the first computers, such a process wus just out of luck. Nowadays. a
technique called virtual memory exists, in which the operating system keeps part
of the address space in main memory and part on disk and shutiles pieces back
and forth between them as needed. This important operating system function, and
other memory management-related functions will be covered in Chap. 4.






SEC. £S5 OPERATING SYSTEM CONCEFPTS 43
1.5.8 Recycling of Concepts

Computer science, like many fields, is largely technology driven. The reason
the ancient Romans lacked cars is not that they liked walking so much. It is
because they did not know how to build cars, Personal computers exist not
because millions of people had some long pent-up desire to own a computer, but
because 1t is now possible to manufacture them cheaply. We often forget how
much technology affects our view of systems and it is worth reflecting on this
point from time to time.

In particular, it frequently happens that a change in technology renders some
idea obsolete and it quickly vanishes. However, another change in technology
could revive it again. This is especially true when the change has to do with the
relative performance of different parts of the system. For example, when CPUs
became much faster than memories, caches became important to speed up the
“slow™ memory. If new memory technology some day makes memories much
faster than CPUs, caches will vanish. And if a new CPU technology makes them
faster than memories again, caches will reappear. In biology, extinction is for-
ever, but in computer science, it is sometimes only for a few years.

As a consequence of this impermanence, in this book we will from time to
time look at “obsolete” concepts, that is, ideas that are not optimal with current
technology. However, changes in the technology may bring back some of the so-
called “obsolete concepts.” For this reason, it is important to understand why a
concept is obsolete and what changes in the environment might bring it back
again.

To make this point clearer, let us consider a few examples. Early computers
had hardwired instruction sets. The instructions were executed directly by
hardware and could not be changed. Then came microprogramming, in which an
underlying interpreter carried out the instructions in software. Hardwired execu-
tion became obsolete. Then RISC computers were invented, and microprogram-
ming (i.e., interpreted execution) became obsolete because direct execution was
faster. Now we are seeing the resurgence of interpretation in the form of Java
applets that are sent over the Intemet and interpreted upon arrival. Execution
speed is not always crucial because network delays are so great that they tend to
dominate. But that could change, too, some day.

Early operating systems allocated files on the disk by just placing them in
contiguous sectors, one after another. Although this scheme was easy to imple-
ment, it was not flexible because when a file grew, there was not enough room o
store it any more. Thus the concept of contiguously allocated files was discarded
as obsolete. Until CD-ROMSs came around. There the problem of growing files
did not exist. All of a sudden, the simplicity of contiguous file allocation was
seen as a great idea and CD-ROM file systems are now based on it.

As our final idea, consider dynamic hinking., The MULTICS system was
designed to run day and night without ever stopping. To fix bugs in software, it
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was necessary to have o way to replace iibrary procedures while they were being
used. The concept of dynamic linking was invented for this purpose. After MUL-
TICS died, the concept was forgotten for a while. However, it was rediscovered
when modern operating systems needed a way to allow many programs to share
the same library procedures without having their own private copies (because
graphics hibraries had grown so large). Most systems now support some form of
dynamic linking once again. The list goes on. but these exampies should make
the point: an idea that s obsolete today may be the star of the party tomorrow.

Technology is not the only fuctor that drives systems and software. Econom-
ics plays a big role too. In the 1960s and 1970s, most terminals were mechanical
printing terminals or 25 x 80 character-oriented CRTs rather than bitmap graphics
terminals. This choice was not a question of technology. Bit-map graphics termi-
nals were in use before 1960, It is just that they cost many tens of thousands of
dollars each. Only when the price came down enormously could people (other
than the military) think of dedicating vne terminal to an individual user.

1.6 SYSTEM CALLS

The interface between the operating system and the user programs 1§ defined
by the set of systein calls that the operating system provides. To really understand
what operating systems do, we must examine this interface closely. The system
calls available in the interfuce vary from operating system Lo operating system
(although the underlying concepts tend to be similar},

We are thus forced to make a choice between (1) vague generalities (operat-
ing systems have system cails for reading files™) and (2) some specific system
("UNIX has 4 read system call with three parameters: one 10 spectty the file, one
to tell where the data are to be put, and one 1o telf how many bytes to read™ ),

We have chosen the latter approach. It's more work that way. but it gives
morc Insight into what operating systems really do. Although this discussion
specifically refers to POSIX (International Standard 9945-1). hence also 10 UNIX,
System. V. BSD, Linux, MINIX, etc.. most other modern operating systems have
system calls that perform the same functions. even if the details differ. Sice the
actual mechanics of issuing a system calt urc highly machine dependent and ofien
must be expressed in assembly code. a procedure library is provided to make it
possible to make system valls from C programs and often from other Languages as
well,

It is useful to keep the following in mind. Any single-CPU computer can exe-
cute only one instruction at a time. If a ProCess 18 running 4 user program in user
mode and needs a system service, such as reading data from a file, it has 10 exe-
cute a trap or system call instruction to transter control to the operaling system.
The operating system then figures out what the calling process wants by inspect-
ing the parameters. Then it carries out the system <all and returns controt 10 the



SEC. 1.6 SYSTEM CALLS 45

instruction following the system call. In a sensc, making a systemm call is like
making a special kind of procedure call. only system calls enter the kernel and
procedure calls do not. 7

To make the system call mechanism clearer, let us take a quick look at the
read system call. As mentioned above, it has three parameters: the first one speci-
fying the file, the second one pointing to the buffer, and the third one giving the
number of bytes to read. Like nearly ali system calls, it is invoked from C pro-
grams by calling a library procedure with the same name as the system call: read.
A call from a C program might lock like this:

count = read({fd, butfer, nbytes);

The system call (and the library procedure) return the number of bytes actually
read in count. This value is normally the same as nbytes, but may be smailer, if, -
for example, end-of-file is encountered while reading.

if the system call cannot be carried out, either due to an invalid parameter or a
disk crror, count is set to —1, and the error number is put in a global variable,
errno. Programs should always check the results of a system call to see if an error
occurred.

System calls are performed in a series of steps. To make this concept clearer,
let us examine the read call discussed above. In preparation for cailing the read
library procedure, which actually makes the read system call, the calling program
first pushes the parameters onto the stack, as shown in steps 1-3 in Fig. 1-17. C
and C++ compilers push the parameters onto the stack in reverse order for histori-
cal reasons (having to do with making the first parameter to printf, the format
string, appear on top of the stack). The first and third parameters are called by
vatue, but the second parameter is passed by reference, meaning that the address
of the buffer (indicated by &) is passed, not the contents of the buffer. Then
comes the actual call to the library procedure (step 4). This instruction is the nor-
mal procedure call instruction vsed to call al procedures.

The library procedure, possibly written in assembly language, typically puts
the system call number in a place where the operating system expects it, such as a
register (step 5). Then it executes a TRAP instruction to switch from user mode to
kernel mode and start execution at a fixed address within the kernel (step 6). The
kernel code that starts examines the system call number and then dispatches to the
correct system call handler, usually via a table of pointers to system call handlers
tndexed on system cail number (step 7). At that potint the system call handler runs
(step 8). Once the system call handler has completed its work. control may be
returned to the user-space library procedure at the instruction following the TRAP
instruction (step 9). This procedure then returns to the user program in the usual
way procedure calls return (step 10).

To finish the job, the user program has to clean up the stack, as it does after
any procedure call (step 11). Assuming the stack grows downward, as it often
does. the compiled code increments the stack pointer exactly enough to remove
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Address
OxFFFFFFFF
Return to caller Library
Trap to the kamel pr ure
g| Put code for read in register raad
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- Cail read
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2| Push &butfer calling read
1| Push nbytes
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o
Figure 1-17. The 11 steps in making the system call read{fd, bufter, nbytes).

the parameters pushed before the call to read. The program is now free to do
whatever it wants to do next.

In step 9 above, we said “may be returned to the user-space library procedure
.. for good reason. The system call may block the caller, preventing it from
continuing, For example, if it is trying to read from the keyboard and nothing has
been typed yet, the caller has to be blocked. In this case. the operating system
will ook around to see if some other process can be run next. Later, when the
desired input is available, this process will get the attention of the system and
steps 9-11 will occur.

In the following sections, we will examine some of the most heavily used
POSIX system calls, or more specifically, the library procedures that make those
- system calls. POSIX has about 100 procedure calls, Some of the most important
ones are listed in Fig. 1-18, grouped for convenience in four categories. In the
text we will briefly examine each call to see what it does. To a large extent, the
services offered by these calls determine most of what the operating system has to
do, since the resource management on personal computers is minimal (at least
compared to big machines with multiple users). The services include things like
creating and terminating processes, creating, deleting, reading, and writing files,
managing directories, and performing input and output.
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SEC. 1.6 SYSTEM CALLS
B Proceas management
' Cali Description
- pid = fork( ) Create a chii_q_ process identical to the parent

| pid = waitpic(pid, &statioc, options)
! s = gxacve(name, argyv, epvimnp}_m

_‘_u_\_r'_q_i_t_ f_or a child to terminate

Replace a process’ core image

i exit{status)

Terminate process execution and return status

Calk

Flie r_pa_r!ggfment

Description

| id = open(file, now, ...)

Open a fils for reading, writing or both

$ = close(id)

Close an open file

n = read(id, buffer, nbytes)

Read data from a file intg_ a buffer

n =wwrite{fd, buffer, nbytes)

Write _r;iata from a buﬁ_e_r__r into a file

position = |seek(fd, offset, when&é]

Move the file pointer

s = stat{name, &buf)

Get a fite's status infnrmaﬂon

Calt

Diractory and flle system management

Description

1 § = mkdir(name, mode)

Create a new directory

5 = rindir{inams}

Remove an empty directory

$ = link{hama1, name?2)

—
Create a new entry, namez2, pointing to name1

5 = unlinkiname)

Remove a directory entry

8 = mount(special, name, flag)

Mount a file system

5 = umount{special}

Unrmount a file system

Miscetlaneous

Call

Description

8 = ¢chdir{dirnamae)

. Change the working directory

§ = chmod{nams, mods)

Change a file's protection bits

§ = kill{pid, signal)

Send a signal to a process

seconds = timeé(&seconds)

Gat the slapsed time singe Jan. 1, 1970

Figure 1-18, Some of the major POSIX system calls. The retun code s is —1 if
an error has occurred. The return codes are as follows: pid is a process id, fdis a
file descriptor, n is a byte count, position is an offset within the file, and seconds
is the elapsed time. The parameters are explained in the text.

As an aside, it is worth pointing out that the mapping of POSIX procedure
calls onto system calls is not one-to-one. The POSIX standard specifies a number
of procedures that a conformanmt system must supply, but it does not specify
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whether they are system calls, library eails, or something else. [f a4 procedure can
be carried out without invoking a system cail (i.e., without trapping to the kernel),
it will vsually be done in user space for reasons of performance. However, most
of the POSIX procedures do invoke system calls, usually with one procedure map-
ping directly onto one system call. In a few cases. especially where several
required procedures are only minor variations of one another, one system cail han-
dles mare than one library call.

L6.1 System Calls for Process Management

The first group of calls in Fig. 1-18 deals with process management. Fork is a
good place to start the discussion, Fork is the only way to create a new process in
UNIX. It creates an exact duplicate of the original process, including all the file
descriptors, registers—everything. Afier the fork. the original process and the
copy (the parent and child) go their separate ways. All the variables have identi-
cal values at the time of the fork, but since the parent’s data are copied to create
the child, subsequent changes in one of them do not affect the other one. {The
program text, which is unchangeable, is shared between parent and child.) The
tork call returns a value, which is zero in the child and equal to the child’s process
identifier or PID in the parent. Using the returned PID, the twe processes can see
which one is the parent process and which one is the child pProcess.

In most cases, after a fork, the child will need to execute different code from
the parent. Consider the case of the shell. It reads a command from the terminal,
forks off a child process, waits for the child to execute the command, and then
reads the next command when the child terminates. To wait for the child to fin-
ish, the parent executes a waitpid system call, which just waits until the child ter-
minates (any child if more than one exists). Waitpid can wait for a specific child,
or for any old child by setting the first parameter to —1. When waitpid completes.
the address pointed to by the second parameter, statloc, will be set 1o the child's
exit status (normal or abnormal termination and exit value}. Various options are
also provided, specified by the third parameter.

Now consider how fork is used by the shell. When a command is typed, the
shell forks off a new process. This child process must execute the user command.
It does this by using the execve system call, which causes its entire core image (o
be replaced by the file named in its first parameter. (Actually, the system call
itself is exec, but several different library procedures call it with different parame-
ters and slightly different names. We will treat these as system calls here.) A
highly simplified sheil tlustrating the use of fork, waitpid, and execve is shown in
Fig_ 1-19.

In the most general case, execve has three parameters: the name of the file o
be executed, a pointer to the argument array. and a pointer to the environmenti
array. These will be described shortly, Various library routines, including execi,
execy, execle, and execve, are provided to allow the parameters to be omitted or
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#define TRUE 1
while {TRUE) { /* repeat forever =/
type_prompt{ }; f* dgisplay prompt on the screen */
read_command(command, parameters); /* read input from terminal */
if (fork() 1= Q) { /* fark off ¢child process */
/* Parent code. =/
waitpid{-1, &status, 0): M+ wait for child to exit */
Yelse |
/* Child code. */
execve{command, parameters, 0); /* execute command +/
}

Figure 1-19. A stripped-down shell. Throughout this hook, TRUE is assumed
to be defined as {.

specified 1n various ways. Throughout this book we will use the name exec to
represent the system call invoked by all of these.
Let us consider the case of a command such as

cp filet file2

used to copy file! to file2. Afier the shell has forked, the child process locates and
executes the file cp and passes (o it the names of the source and targel files.

The main program of ¢p (and main program of most other C programs) con-
tains the declaration

main{argc, argv, envp)

where argc is a count of the number of items on the command line, including the
program name. For the example above, argc is 3,

The second parameter, argv, is a pointer to an array, Element i of that array Is
a pointer to the i-th string on the command line. In our example, argv[0] would
point to the string “cp™, argv[1] would point to the string “filel1” and argv|2]
would point to the string “file2”".

The third parameter of main, envp, is a pointer to the environment, an aray of
strings containing assignments of the form name = value used to pass information
such as the terminal type and home directory name to a program. In Fig. 1-19, no
environment is passed to the child, so the third parameter of execve is a zero.

If exec seems complicated, do not despair; it is (semantically) the most com-
plex of all the POSIX system calls. All the other ones are much simpler. As an
example of a simple one, consider exit, which processes should use when they arc
finished executing. 1t has one parameter, the exit status (0 10 235), which is
returned to the parent via statfoc in the waitpid system call.
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Processes in UNIX have their memory divided up into three segments: the text
segment (i.c., the program code), the data segment (i.c.. the variabhles}, and the
stack segment. The data segment grows upward and the stack grows downward,
as shown in Fig. 1-20. Between them is a gap of unused address space. The Htaclk
grows into the gap automatically, as needed, but expansion of the data segment is
done explicitly by using a system call, brk, which specifies the new address where
the data segment is to end. This call, however. is not defined by the POSIX stan-
dard, since programmers are encouraged to use the malloc library procedure for
dynamically allocating slorage, and the underlying implementation of mafioc was
not thought to be a suitable subject for standardization since few programmers use
1t directly.

Address {hax)
FFFE

Stack

Data |
Taxt

|

0000

Figure 1-20. Processes have three segments: wext, data, and stack.

1.6.2 System Calls for File Management

Many system calls relate to the file system. In this section we will look at
calls that operate on individual files; in the next one we will examine those that
involve directories or the file system as a whole.

To read or write a file, the file must first be opened using open. This cail
specifies the file name to be opened, either as an absolute path name or reiative to
the working directory, and a code of O_RDONLY, O_ WRONLY, or O_RDWR,
meaning open for reading, writing, or both. To create a new file. G_CREAT is
used. The file descriptor returned can then be used for reading or writing, After-
ward, the file can be closed by close, which makes the file descriptor available for
reuse on a sebsequent open.

_ The most heavily used calls are undoubsedly read and write. We saw read
earlier. Write has the same parameters,

Although most programs read and write tiles sequentially, for some applica-
tions programs need to be able to access any part of a file at random. Associated
with each file is a pointer that indicates the current position in the file. When
reading (writing) sequentialty, it normally points to the next byte to be read (writ-
ten). The Iseek call changes the value of the position pointer, so that subsequent
calls to read or write can begin anywhere in the file.
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Lseek has three parameters: the first is the file descriptor for the filf:, the
second 1s a file position, and the third tells whether the file position is relative to
the beginning of the file, the current position, or the end of the file. The value
returned by iseek is the absolute position in the file after changing the pointer,

For each file, UNIX keeps track of the file mode (regular file, special file,
directory, and so on), size, time of last modification, and other information. Pro-
grams can ask to see this information via the stat system call. The first parameter
specifies the file to be inspected; the second one is a pointer to a structure where
the information is to be put.

1.6.3 System Calls for Directory Management

In this section we will look at some system calls that refate more to directories
or the file system as a whole, rather than just to one specific file as in the previous
section. The first two calls, mkdir and rmdir, create and remove empty directories,
respectively. The next call is link. Is purpose is to allow the same file to appear
under two or more names, often in different directories. A typical use is to allow
several members of the same programming team to share a common file, with
each of them having the file appear in his own directory, possibly under different
names. Sharing a file is not the same as giving every team member 2 private
copy, because having a shared file means that changes that any member of the
team makes are instantly visible to the other members—there is only one file,
When copies are made of a file, subseqguent changes made to one copy do not
affect the other ones.

To see how link works, consider the situation of Fig. 1-21{a). Here are two
users, ast and jim, each having their own directories with some files. If ast now
executes a program containing the system call

link("/usrfiim/mema"”, "fusrfast/note”);

the file memo in jim’s directory is now entered into ast's directory under the name
note. Thereafter, /usr/jim/memo and /Jusr/ast/note refer to the same file. As an
astde, whether user directories are kept in /usr, /user, /home, or somewhere else is
simply a decision made by the local system administrator.

Understanding how link works will probably make it clearer what it does.
Every file in UNIX has a unique number, its i-number, that identifies it. This i-
number is an index into a table of i-nodes, one per file, telling who owns the file,
where its disk blocks are, and so on. A directory is simply a file containing u set
of (i-number, ASCII name) pairs. In the first versions of UNIX, each direciory
entry was 16 bytes—2 bytes for the i-namber and 14 bytes for the name. Now a
more complicated structure is needed to support long file names, but conceptually
a directory is stili a set of (i-number, ASCII name} pairs. In Fig, 1-21, mail has i-
number 16, and so on, What link does is sinply create a new directory entry with
a (possibly new) name, using the i-number of an existing file. In Fig. 1-21(b), two



52 INTRODUCTION CHAP |

o~

fusrfast fusrjirn fusr/ast jusrijim
16 { mai A1 | in 16 | mail 31 ] hin
81| games 70 | memo 81| games 70 { meme
441 { tast g9 fe. 40 | test 59 11.c.
38| prog1 70| note 38 | prog?
(a) {b)

Figure 1-21. (a) Two direciories before linking Ase/fimAneme 10 ast's directory,
{b3y The same directories after linking.

entries have the same i-number (70) and thus refer to the same file. I either one
is later removed, using the unlink systemn call. the other one remains. I both are
removed, UNIX sees that no entries to the file exist (a field in the i-node keeps
track of the number of directory entries pointing to the file), so the file is removed
from the disk.

As we have mentioned earlier, the mount system call allows two file systems
to be merged into one. A common situation is to have the root file system con-
taining the binary (executable) versions of the common commands and other
heavily used files, on a hard disk. The user can then insert a floppy disk with files
to be read into the floppy disk drive.

By executing the mount system call, the floppy disk file system can he

attached 1o the root file system. as shown in Fig, 1-22. A typical statement in C 1o
perform the mount is

mount{"/dev/fd0", “/mnt", 0);

where the first parameter is the name of a block special file for drive 0, the second
parameter is the place in the tree where it is to be mounted, and the third parame-
tet tells whether the file system is to be mounted read-write or read-only.

bin dev ib mnt use bin dev itz Lsr

{a) o)
Figure 1-22, {a) File system before the mount, (b) File system after the mmount.

After the mount call. a file on drive 0 can be accessed by just using its path
from the root directory or the working directory, withoul regard to which drive 